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Abstract the number of intrusionsSand hence the cost of intru-
A large anount of €brt is expended eery year on End- sionsSresulting from that vulnerability is less than if it
ing and pathing security holes. The underlyingtio- ~ Were discuered by bad guys. Moreer, there will be

nale for this activity is that it inemses welfa by fewer vulnerabilities wailable for bad guys to End.
deceasing the number of vulrehilities available for Thus, the project is to End the vulnerabilities before the

i itati i bad guys do*
discovery and gploitation by bad guys, thugducing guys do. _
the total cost of intrusions. Given the amount éref In this paper we attempt to determine whether vul-

expended, we wouldxpect to see noticeablegults in ~ Nerability Ending is mg a measurable fett. The
terms of impoved softwae quality. However our value proposition just stated consists obtegsertions:

investigation povides a mixed answer: the data does 1. It is better for vulnerabilities to be found by good

not allow us to xclude the possibility that theate of guys than bad guys.

vulnerbility Ending in any given piece of SOfVBr > \yinerability Ending increases total saite/qual-
constant wer long periods of timdf ther is little or ity.

no quality impovement, then we have neason to

believe that that the discloser o wulnerabilities In Sections 3 and 4, we consider the (Erst assertion. In
reduces the eerall cost of intrusions. Sections 5 and 6 we consider the second assertion. In

Section 7 we use the results of thevpas sections to
address the question of whether vulnerability Ending is

An enormous amount of feft is expended eery year doing ary measurable good.

on (Ending, publishing, and Exing security vulnerabili- Any attempt to measure this kind .Oﬁaﬁ IS Inher
ties in softvare products. ently rough, depending as it does on imperfect data and

) o ] a rumber of simplifying assumptions. Since we are
f  The Full Disclosure [1] mailing list, dedicated to |ooking for aidence of usefulness, where possible we
the discussion of security holes, hadro1600  pjas such assumptions iaver of a positive resultSand

postings during the month of September alone.  gypjicitly call out assumptions that bias in the opposite
f The ICAT [2] vulnerability metabase added 1307 direction. Thus, the analysis in this paper represents the
vulnerabilities in 2002. best case scenario that we were able toenfak the
p- usefulness of vulnerability (Ending that is consistent
with the data and our ability to analyze it.

1 Intr oduction

f  Microsoft Internet Explorer 5.5 alone had 39 pu
lished vulnerabilities in 2002.

Clearly mary talented security professionals are

expending lage amounts of time on the project of (End-

ing and Exing vulnerabilities. Thigcef is not free. It 2 Previous W ork

comes at a cost to the companies funding tfateds The impact of vulnerability Ending has been the topic
well as a signiCEcant opportunity cost since thes@f endless discussion on mailing listsyssgroups, and
researchers could be doing other securitykwinstead at security conferences. In general, actual data on
of Ending vulnerabilities. @n dl of this efort, we exploitations as a result of disclosure has been rare.
should epect to see some clearly useful and measur The major &ception is Bravne et als [3] work on the
able result. The purpose of this paper is to measure thai@te of &ploitation. Bravne et al. found that the total

result. number of gploits increases roughly as the square root
The basic &lue proposition of vulnerability End- of time since disclosure.
ing is simple:It is better for vulnerabilities to be There is an xensve literature on softare relia-

found and Exed by good guys thaworfthem to be bility but it is primarily tageted taards lage scale
found and exploned by bad guysllf a VU|IjlerabI|Ity IS 1. Anotherrationale typically cited for vulnerability dis-
found by gOOd guys and a Ex is madsiable, then closure is that embarrassment pressures aaftwendors

into producing more secure so#ive. Theres no good

empirical data for such anfett and some anecdotal data

that vendors are unrespowsit such embarrassmentn

this paper we focus only on the immediate costs and ben-

e(Ets of vulnerability diseery and disclosure.
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industrial softvare. The literature on softwe reliabil- f Public ExploitationSthe vulnerability is xploited

ity mostly focuses on Ilge fault-tolerant systems, not by the general community of black hats.

on personal computer systems. Mar@psuch studies Fix ReleaseSa patch or upgrade is released that
typically focus on alldults, not on security vulnerabili- closes the vulnerability

ties.

Chou et al. [4] measured the rate ofghEnding These eents do not necessarily occur strictly in this
and Exing in tlhe Linux and BSRrkels bt did not order In particular Disclosure and Fix Release often
distinguish between vulnerabilities and otharg® occur togetherspecially when a manatturer disco-

They did not attempt to Et a parametric modet, b ers a v_ulnerability and releases_ the annogncement

instead used Kaplan-Meier estimation and did notalong _W'th a pz_itch. Wae most m_terested n o

attempt to compute redisoay probabilities. Unfortu- potential scenarios, Wh'Ch. we teiihite Hat Disca-

nately it is not possible to directly compare Chou et ery (WHD) andBlack Hat Discosery (BHD).

al's results with ours because wevhaexensive and

unmeasurable censoring (i.e., if there are vulnerabilities3.1 ~ White Hat Disco very

that persist past the study period, our technique doesn the White Hat Disceery scenario, the vulnerability

not knaw about them at all). Hoever, for the two pro- s discavered by a researcher with no interest in

grams for which we he long time baselines, thus par exploiting it. The researcher then notiCEes thalorS

tially ameliorating the censoring (NT 4.0 and Solaris often he is an empjee of the endorSand the endor

2.5.1), we End a muchwtr decay cum than theirs. releases an advisory along with some sort of Ex. Note
The theoretical wrk on lug Ending is also sparse. that it is of course possible for an advisory to be

In [5] and [6] Anderson presents a theoreticafjar  released prior to a Exththis is no longer common

ment using reliability modeling that suggests that apractice. During the rest of this papese will assume

large number of lv probability vulnerabilities dvars  that GBers and public disclosures occur at the same time.

the attackr rather than the defender because it is easiefn this scenario, Disclosure and Fix Release happen

to End a singleug than to End all of them. Thus, the simultaneouslyas the entire wrld (with the &ception
defender needs toask much harder than a dedicated of the discoerer and endor) Ends out about the vul-
attacler in order to preent a single penetration. In a nerability at the same time. There is novis

related paperBrady et al. [7] ague that reducinguys  Exploitation phase. Public Exploitation dies at the
through testing quickly runs into diminishing returns in time of Disclosure.

large systems once the mostvmus hugs (and hence
vulnerabilities) are remad.

Anderson et al. do not, hvaver, address the ques-
tion of disclosure or whether attempting to End vulner
abilities is worthwhile. Answering these questions
requires addressing empirical data as we do in this
paper As far as we kne, we ae the Erst to do so. Machings

Inerable Machines

ntrusion Rate

3 The lif e cycle of a vulnerability Public Exploitation—-
In order to assess thalue of vulnerability Ending, we

must e&amine the eents surrounding diseery and Introduction Time—-
disclosure. Seeral authors, including Brene et al. [3], Discover

and Schneier [8] h& mnsidered the life ycle of a
vulnerability In this paper we use the follaving
model, which is rather similar to that described by Figure 1 White Hat Discwery process when disclosure and

Disclosure/Fix Release

Browne. (Ex release occur together

f  IntroductionSthe vulnerability is Erst released as Figure 1 shws the sort of process weect to see.
part of the softare. The bottom curg shows the number of intrusions as a

f DiscoverySthe vulnerability is found. function of time. As the vulnerability is not kwa to

attaclers prior to Disclosure, there are no intrusions up
to this time. At Disclosure time the Public Exploitation
N phase bgins and we start to see intrusions. The rate of
f DisclosureSa description of the Vulnerability is intrusions increases as the Medge of hav to e(p|0|t
published. the vulnerability spreads. Emtually people Ex their
machines and/or attagks lose interest in the

f Private ExploitationSthe vulnerability is eploited
by the discwerer or a small group kmen to him.
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vulnerabilitySperhaps due to decreasing numbers of and Disclosure. It is an open question jusivharge
vulnerable machinesSand the number of intrusions that rate is. It is almost certainly less than the peak rate
goes dan. after disclosure since the Yaie Exploitation commu-

The top line shas the fraction of potentially vul-  nity is a subset of the total number of atersk In Fig-
nerable machines. &/an model this as roughly con- ure 2 we hee own it as quite a bit smalleiThis
stant up until the time of Disclosure.eV#e assuming seems likly to be the case, as nyaWhite Hat security
that a (Ex is released at Disclosure time and therefonesearchers are connected to the Black Hat community
the number of vulnerable systems starts to decline aand so lage scale xploitation would likely be disce-
this point. In most situations, the time scale of this ered quickly There is no good data on this topict b
decline is ery long, with substantial numbers of some obseers hae estimated that thevarage time
machines still vulnerable months after the disclosure offrom discwery to leak/disclosure is on the order of a
the vulnerability [9]. In emWironments where a vulnera- month [11].
bility is very actiely exploited (the Code Red avm,
for instance), there is more seleetjressure and Exing
occurs more rapidly [10].

The rate of intrusion is the result of the interaction
of two processes: the Vel of interest in gploiting the
vulnerability and the number of vulnerable machines. L
The level of interest in ploiting the vulnerability is at "V'aching
least partially determined by the toolsvaitable.
Browne et al. [3] report that when only the description
of the vulnerability is eailable the rate of intrusion is
relatively low but that it increases dramatically with the ]
availability of tools to eploit the vulnerability Introductl]on
Whether the wentual decline in intrusions is a result of Discover
a cdecreasing number of vulnerable systems or of Disclosure/Fix Release
attaclers simply mwing on to never and more>iting
vulnerabilities is unknan. It seems likly that both
effects play a part.

Inerable Machines

ntrusion Rate

Public Exploitation——

,,,,,

Time——

Figure 2Black Hat Discwery Process

3.3  The cost of a vulnerability
The Discwoery of a vulnerability imposes wvprimary
types of costs on users and administrators: Exing and
intrusions. If an administrator opts to apply whate
(Ex is lable, this imposes costs both in terms of
administrator personnel time and potential system
downtime. If an administrator opts not to apply a Ex
then there is some risk that their systems wilfesudin
intrusion, which entails emgengy response, cleanup,
system dantime, and potential destruction, corruption
or theft of data.

In Figures 1 and 2, the cost of (Exing is represented
by the diference between the starting and endialj v
ues of the number of vulnerable machinesSin other
words the number of @x that are applied, since the
cost of Exing isevy roughly proportional to the num-
ber of machines that must bee@xor the purposes of
this paperwe ae principally concerned here with the

this point, the (Ender notiCEes theder and the process cost of |ntru5|on.. It we assume that Exing rate is
roughly the same in both scenarios, then the cost due to

described in the pvous section kgins (assuming that Exing will also be similaiThe cost of intrusion is

the announcement of the vulnerability and t_he releaserelateol to, bt not totally controlled by the area under
of the Ex happen at more or less the same time.)

. . the under the intrusion rate cerv Clearly some
Figure 2 shars what we gpect to see. The pri- :
. . . ; machines are morealuable than others and therefore
mary diference from Figure 1 is that there is a nonzero

rate of &ploitation in the period between Disey their compromise will hee a geater cost. \W expect

3.2 Black Hat Disco very

In the Black Hat Disceery scenario, the vulnerability
is Erst dissered by someone with an interest in
exploiting it. Instead of notifying the endor he
exploits the vulnerability himself and potentially tells
some of his associates, who algpleit the vulnerabil-
ity. The information about the vulnerability circulates
in the Black Hat communityThus, during this period
of Private Disclosure, some limited pool of in-the-kno
attaclers can eploit the vulnerability bt the popula-
tion at lage cannot and theemdor and users are
unaware of it.

At some time after the initial Disgery, someone
in the public community will disoger the vulnerability
This might happen independentlyjutbseems more
likely to happen when an attackuses the vulnerability
to exploit some systemwened by anware operatarAt
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that Black Hats will preferentially attack highlue tar
gets and that those highlue tagets will be @d rela-
tively quickly. Therefore, we might x@ect that the
machines compromised during thevareé exploitation

period will be more &uable in general than those

compromised during the publicx@oitation period.
Overall, this is probably true, h@ver, even high value

4 Cost-Bene(Et Analysis of Disc losure
Imagine that you are a researcher who is the Erst per
son agwhere to disceer a wilnerability in a widely
used piece of softare. You hare the option of keping
quiet or disclosing the vulnerability to thendor If

you notify the endor the WHD scenario of Section 3.1
will follow. If you do not notify the endor a Black

targets often ta& days or weeks to (Ex and therefore Hat may independently diseer the vulnerability thus

there will be substantialxposure right after Disclo-
sure. Because most of the Black Hat communitglyik

does not kner about a gven vulnerability, the period

initiating the BHD scenario. Heever, there is also
some chance that the vulnerability willvee be redis-
covered at all or that it will be redisgered by another

just after disclosure (when the rest of the Black HatswWhite Hat. In the Erst case, the cost of disclosure will

End out as well) will ke genty of nev opportunities

for attacks on high alue tagets. In addition, when a
worm is aailable it will generally not discriminate

between high and Vo value tagets.

3.4 WHDvs. BHD

never be incurred. In the second, it will be incurred
later Either outcome is superior to immediate disclo-
sure.

Consequentlyin order to assess whether disclo-
sure is a good thing or not we need to estimate the
probability of the folleving three outcomes:

The vulnerability is neer rediscaoered (o)

It seems intuitiely obvious that if one has to choose 1.
between the BHD and WHD scenarios, one should pre2,
fer WHD, as WHD eliminates the period of \Rie
Exploitation. As a Erst approximation, we assume thaé
except for this diference the WHD and BHD scenarios

The vulnerability is redisa@red by a White Hat
(Pwha)
The vulnerability is redisa@red by a Black Hat

are identical. Thus, the cost aatage of WHD wer
BHD is the cost incurred during the Wte Exploita-
tion phase. If we denote the cost ofviete Exploitation
as Cpy and the cost of Public Exploitation &,

(Poha)
We onsider a "wrst-case" model: assume that all
potential redisceery is by Black Hats and denote the
probability of redisceery as p,. Consistent with our

then the cost of intrusions in the WHD scenario is Practice, this simplifying assumption introduces a bias

given by: in favar of disclosure. The only &y in which &ilure to
disclose does harm is if the vulnerability is redisco
Cwrb = Cpub (1) ered by a Black Hat. Thus, assuming that vulnerabili-
and the cost of intrusions in the BHD scenario is: ties are abays rediscoered by Black Hats weresti-
mates the damage done by redigcy and therefore
CgHp = Copriv + Cpub (2)  the adantage of disclosure. Using standard decision
The adantage of WHD is theory (see, for instance [12, 13]) we get the choice
matrix of Figure 3.
Cghp - Cwrp = Cpriv 3
Obviously, this approximation is imperfect and proba- ’e\‘gd ZedI)SCU Redls((;w)er ed
bly overestimates the cost éifence. First, administra- _ null J
tors are lilely to be more diligent about patching if yhe D'_Sdose C pup Cpup
Not Disclose 0 Cpou*+ Cpriv

know that a vulnerability is being agtly exploited.
Thus, the total number of vulnerable systems will
decline more quickly in the BHD scenario and the peak
rate of disclosure will be correspondinglymver. Simi-
larly, some of the "early xploiters" immediately after
Disclosure are ligly part of the Pviate Exploitation
community and therefore Disclosure will dily not
produce as lge a rise in initial xploitation in the
BHD case as in the WHD. Maever, the simple and
consenative gproach is to ignore thesdests.

Figure 3Disclose/not disclose decision matrix

Working through the math, we (End that the choice to
disclose only reduces thepected cost of intrusions if:

Pr (Cpriv + Cpub) > Cpub (4)

In order to justify disclosing, then, thepected cost of
excess intrusions in the case of BHD has to bgelar
enough to outweigh the knm cost of intrusions
incurred by disclosing in the Erst place. The rest of this
paper is concerned with this question.
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5 From (Ending rate to p, vulnerabilities are E® and other vulnerabilities are

In order to attack this problem, we neakne further introduced. What we wish to consider here is rather

simplifying assumption: that vulnerability diseay is individual releases of sofmve. for instance, when

a gochastic process. If there are a reasonable numbelFreeBSD 4.7 &s shipped, it had a certaine@Exum-

of vulnerabilities in a piece of sofewe, we dont' ber of vulnerabilities. During the life of the sotve,

expect them to be diswered in aly particular order some of those vulnerabilities were dige@d and

but rather that ap given extant vulnerability is equally  patches were puided. If we assume that those patches

likely to be disceered net. Note that this assumption never introduce ne vulnerabilitiesSwhich, agin,

is not favorable to the fpothesis that vulnerability favors the agument for disclosureSthen theverall

Ending is useful. If, for instance, vulnerabilities werequality of the softwre gradually increases. eNae

always found in a gien order, then we wuld epect interested in the rate of that process.

that a vulnerability which is not immediately disclosed

will shortly be found by another researchidoweve, .61

this simpliCEcation is probably approximately correctS

since diferent researchers will probe féifent sections .
. extremely etensve axd a lage number of models

of ary given program, the vulnerabilities the@d

should be mostly independentSand is necessary fore><|st. No model has yet been found suitable for alt pur

. ‘ . : oses, bt the dominant models for sofane reliability
our analysis. Using this assumption, we can use th ; .
o . are stochastic models such as the Homogenous Poisson
overall rate of vulnerability disogery to estimatep, .

Consider a piece of sofawe S containinaV... vul- Process (HPP) models and Non-Homogenous Poisson

P : 9Val Process models such as Goel-Okumoto (G-O) [14],

nerabilities. Oer the lifespan of the sofawe, some Generalized Goel-Okumoto (GGO) [15], and S-shaped
subset of thenViy,,q Will be discaoered. Thus, the ' P

I r - : ) model [16].
likelihood that ap given wvulnerability will be disce- . .
ered during the life of the softwe is gven by: In this contat, reliability is deEned as the number

of failures (vulnerabilities) obsesd during a gien

A _ Vound ) time period. Thus, if a system is getting more reliable,
Paiscovery Vai that means that feer failures are being obsed. For
simplicity, these models assume that alilifres are
equally serious. Roughly speaking, there are three
classes of models depending on therall trend of

Modeling V ulnerability Disco very
The literature on modeling sofare reliability is

Similarly, if we gck a vulnerability that has just been
discovered, the chance of redisawy has as its upper
bound the chance of disasy:

failures:
Vfound
pr £ Pdiscovery= v (6) Trend Models
all
. . Reliability gronth G-Oand Generalized G-O
A-c.c.ordl-ngly if we know the number of tOtfal vulnera- Reliability decay folleved by gravth  Log-logistic/S-shaped
bilities in the softvare and the rate at which shere Stable reliability Homogenous Poisson Process

found, we can estimate the probability that a vulnera-

bility will be rediscavered aver any gven time period. Figure 4Trend and corresponding models
The problem therefore becomes to determine these tw (after Gokhale andrivedi[17])
parameters. We ae primarily interested in models where reliability

is increasing, since only those models predict a Enite
number of vulnerabilities. If reliability does not
increase, then the projected number of vulnerabilities is
effectively inEnite and the probability of redisexy in

ary given time period must beery lon. The simplest
such model is the Goel-Okumoto Non-Homogenous
Poisson Process model, which we describe here.

In the G-O model, the number of vulnerabilities
discovered in a single product per unit timd(t) is
assumed to follw a RFoisson process. Thexgected
value of the Poisson process is proportional to the num-
ber of undisceered vulnerabilities at. The result is

For our purposes, i€ important to be speciEc that the gpected alue cure follows an &ponential

— Nhe bt :
about what we mean by a "piece of saite/. Real dec?y CULE d tfhe Tormrg}g_— Nbeh ' whzreN;ﬂ;he
software undegoes multiple releases in which total number of vuinerabilities in the product a

6 The Rate of V ulnerability Disco very

We @n measure the rate of vulnerability disay
directly from the empirical data. Using that data and
standard softare reliability techniques we can also
derive an estimate for the number of vulnerabilities.
The procedure is to Et a reliability model to the empiri-
cal data on vulnerability disgery rate, thus deving

the total number of vulnerabilities. The model also
gives us the projected vulnerability (Ending rateero
time and therefore the probability of vulnerability dis-
covery at ary given time.
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rate constant. As more vulnerabilities are found the
product gets progressly more reliable and the rate of
discovery slovs davn.

Chou et ak results [4] preide general conCErma-
tion that this is the right sort of model. Their studies of
bugs in the Linux krnel found a sl decay cure with
a mean lug lifetime of 1.8 years. It is widely belied
that security vulnerabilities are more @ic€ult to End
than ordinary bgs because ordinaryu@gs often cause
obvious failures in normal operation, whereas vulnera-
bilities are often diEcult to xercise unintentionally
and therefore must be found by auditing or other forms
of direct inspection. Thus, while we cannot use their
results directlythis correspondence pides an indica-
tion that this sort of model is correct.

Given the G-O model, the probability that a vul-
nerability will be discwered in a gien time period is
thus equal to the fraction of the area under phg)
curve during that time period. Wan estimatep, (t) by
the following procedure: First, we (Et aqpenential of
the form Ae 7 to the cure o vulnerability discoery.

We @an then easily End the total number of vulnerabili-
ties by intgrating:

¥
— ‘é Ftlg Ay —
N —t_(O)N eldt= Ag (7

In order to compute the probability that a vulnerability
will be found wer any dgven time period {,t + Dt), we
Erst normalize bywding outN. This gives Ls:
to+Dt
P, (tO Dt) - c‘) Ze t/th =g tlg _ e (t+DT)/g
t=ty

(8)

We ae particularly interested in the probability at time
t that a vulnerability will be found in the xietime
period Dt. Snce an &ponential is memoryless, this

[2]. ICAT is mun by NIST which describes it as fol-
lows:

The ICAT Metabase is a searchable a¢ com-
puter vulnerabilities. ICA links users into aari-
ety of publicly aailable vulnerability databases
and patch sites, thus enabling one to End and (Ex
the vulnerabilities x@sting on their systems. ITA

is not itself a vulnerability databaseythis instead

a sarchable inde leading one to vulnerability
resources and patch information. [CAlows one

to search at a Ene granulasatfeature unaailable
with most vulnerability databases, by characteriz-
ing each vulnerability by wer 40 atributes
(including softvare name and ersion number).
ICAT indexes the information wailable in CER
advisories, ISS X-6rce, Security &cus, NT Bug-
traq, Bugtraq, and aaviety of vendor security and
patch hilletins. ICAI does not compete with pub-
licly available vulnerability databasesubinstead

is a search engine thaths traftEc to them. ICA

is maintained by the National Institute of Stan-
dards and @chnology ICAT is uses and is com-
pletely based on the CVE vulnerability naming
standard (http://av.mitre.og).

ICAT makes the entire databaseadable for public
download and analysis, which made it suitable for our
purposes. Our analysis is based on the May 19, 2003
edition of ICAI. We downloaded the database and then
processed it with aariety of Perl scripts. All statistical
analysis vas done with R [18]2.

6.2.1 Vulnerability Disco very Rate by Cal-
endar Time

The simplest piece of information tateact is the rate

of vulnerability disclosure@r time. ICAT lists a "pub-

lished before" date for each vulnerabilityhich repre-

probability is the same no matter what the age of thesents an upper bound on publicatioar #Fulnerabilities

vulnerability and is gien by equation (9).

p(Dt) =1- €PT (9)
Note that this assumes that all vulnerabilities wire
tually be found. Agin, this assumption is¥aable to

the agument for disclosure. If there are vulnerabilities
in program X which remain unfound because interest
in program X vanes, then this model willver-predict

p, and therefore werestimate the left half of equation
(4), making disclosure seem more desirable.

6.2 Measured Vulnerability Disco very
Rates
In order to measure the actual rate of disop of vul-

nerabilities, we used the IGAvulnerability metabase

7 February 2005

prior to 2001, the "published before" date is the earliest
date that the ICAmaintainers could EndorFvulnera-
bilities after 2001, the date is when the vulnerability
was aded to ICA. The maintainers attempt to add
vulnerabilities within a week of CVE or CAN ID
assignment (candidate (CAN) assignment is generally
fairly fast ut vulnerability (CVE) assignment is often
quite slav). In general, "the published before" date
appears to be within a month oraef (Est publication.
This introduces a modest amount amount of random
noise to our dataub otherwise does not substantially
impact our analysis (see Section 6.8.3 for seitsiti
analysis). Figure 5 sk the rate of vulnerability dis-
covery by month.

2. Researchernsiterested in obtaining a cppf the rav
or processed data should contact the author



o 4 version as separate.ahvere able to End somelease
_ information for allff the listed programsaeept AlX,
5 g Oracle, Imail, 10S; Unixware, Firavall-1. These pro-
E; _ grams were omitted from study
é 8 Vendor Program Vulnerability Count
2 7] * Oracle Oracle9Application Serer 20
S * Conectia Linux 20
R | it | | Microsoft Windows ME 20
1985 1990 1995 2000 "I pswitch Imail 20
Microsoft Outlook 21
_ Publish Date B . Microsoft OutlookExpress 22
Figure 5The rate of vulnerability diseery Apple MacOSX 22
As is apparent from Figure 5, there is substantiabv * Oracle Oraclei 23
tion in the rate of disclosure.aR of the wariation ISC BIND 25
appears to be due to trect that batches of vulnerabili-  miT Kerberos 5 25
ties are often found togethdfor instance, in month  *sco Unixware 26
211, a batch of 9 vulnerabilities (out of 51 that month) siackvare Linux 27
were found in Bugzilla. The peak at month 179 is lesskpe KDE 27
clear but a lage number of vulnerabilities in that Netscape Communicator 27
month were inserted at 12/31/1999, so moslyikhis * Check Point Softare  Firevall-1 29
is an artihct of end-of-year cleanupSin general, Mozila Bugzilla 29
December seems to be a swrhat more popular ~*oracle Oracle8i 29
month for lug releases. Apache Group Apache 32
Unfortunately for our purposes, this representation caldera OpenLinux 35
of the data isrt'that useful. Since each progranasv  Microsoft Windows XP 36
released on a separate date, the g&syaate by calen-  Bsbi BSD/OS 37
dar time is a superposition of the digexy curves fora  *cisco I0S 38
large number of programs. Each program hasws o0  Microsoft SQLSener 42
discovery curwe with the clock starting at the time of  Microsoft Windows 95 42
release. @ do better we need to tekinto account the sco Opersener 46
time of introduction of the vulnerability into the code Microsoft Windows 98 47
base. MandraleSoft Linux 51
Linux Linux kernel 54
. . S.u.S.E. Li 65
6.2.2 Finding Aff ected Programs O“ oo o'”“XBSD o
. . pen pen
The ICAT database does not list the time when a vul-
- . . . Sun SunOS 68
nerability was introduced into the code. Wever, it
. ) ) NetBSD NetBSD 70
does prwoide the programs andeksion numbers which , .
. . Debian Linux 88
are afected by the vulnerabilihe aan use this as a Microsoft IS 100
proxy for the time when the vulnerabilityas intro-
. . *1BM AIX 122
duced by using the release date of the earliésttefl
; SGl IRIX 133
version. 4
Microsoft Windows 2000 134

The lage number of programs in the ICAlata- Microsoft IntermeExblorer 140
base made (Ending release dates for all of them prohiblH—P P

. . HP-UX 142
tive. Instead, we selected the programs with thgelstr
e . . FreeBSD FreeBSD 152
number of vulnerabilities. Somdat arbitrarily we 4
. . . Microsoft Wndows NT 171
chose 20 vulnerabilities as the cditpbint. This gve .
. . . RedHat Linux 183
us the list of programs in Figure $Note that the vul- un Solaris 192
nerability counts here are purely informational because
they are aggrgdaed by program, gerdless of ersion. *indicates release data netitable.
Throughout the analysis we will be handling each Figure 6Programs under study

3. Note,this table vas generated beforeyadata cleans-
ing was done, so there may be small misalignments with
the later analysis

4. We later obtained a cgpof the IOS release dates in
hard copy form, kut this was not included in the study
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Data Cleansing Thus, it is difEcult to talk about "vulnerability density"

Once we had identiEed the programs we wished t8! & gven program, since neither programs nor vulnera-
study we diminated all vulnerabilities which did not bilities are totally independent. Second, vulnerabilities
affect one of these programs. This left us with a total of Wereé introduced both before and during the study

1675 vulnerabilities. \& manually went ger each vul-  Period, and so we ke koth left and right censoring.
nerability in order to detect glous errors in the ICR In order to preide rolustness agnst these con-
database. WidentiEed three types of error: founding fictors, we analyze the data fronotengles:

1. Obvious recording errors where the description of f ~ The progran® /e viev in which we eamine all
the vulnerability did not match the recordeerv the vulnerabilities in a gen version of a speciEc
sion number or thereag some okious typograph- program, rgadless of when the vulnerabilityas
ical mistale sich as a nongstent \ersion number introduced.

(n=16). W& oorrected these before further process- f A vulnerability's eye view in which we e&amine
ing. the time from vulnerability introduction to vulrer

2. Vulnerabilities where the xéual description read ability discovery, regadless of which programs it
"version Xand earliet but the list of aflected er- was in.

sions vas incomplete (n=96). ¥Magged these vul- We &t consider data from the perspeetid each
nerabilities for future analysisubdid not correct  affected program.

them. Note that this source of error reakulnera-
bilities appear younger than there. This creates
a false appearance that vulnerability dizay
rates decrease morgep the age of the vulnerabil-
ity thus overestimating the alue of disclosure.

6.4 A Program's Eye View

The olvious question to ask is "What is the rate at

which vulnerabilities are found in avgh program."

For example, consider Microsoft Wdows NT 4.0,

3. Vulnerabilities where we suspected that there had,gleased in August 1996. NT 4.0 had adEet of vul-
been a recording error (e.g. througlteenal  nerapilities, some already present in earliafisiens,
knowledge) it the database did not shoit  most introduced in that releasee\tan then ask: heo
(n=31) Most of these were ingktently broad pro-  mary of those vulnerabilities are found as a function of
gram assignments.oF instance, CV_E-2001-023E_> time. Because this gis s a Geed darting point, this
[19] and CVE-1999-1048 [20] describe vulnerabil- approach is susceptible to righitnot left censoring.

ities that probably &ct a broad number of However, it has two major problems:
UNIXes kut were only assigned to awe We

tagged these vulnerabilities for future analysis b
did not correct them.

1. Because the same vulnerabilities appear in multi-
ple programs and multiplesysions, it is not possi-

i ) ble to analyzeery program as if it were an inde-
The most serious problem with the data we fourad w pendent unit.

that may programs were listed with "." as thdeted
version. This means that IdAdid not knav which ver
sions were décted. In some cases, "."aw/listed along
with explicit version numbers, in which case we simply
ignored the "." entryln cases where the onlyfaéted In order to leep the amount of interaction to a mini-
version was "." that program as ignored (though the mum, we focus on four progranehsion pairs, t@
vulnerability was retained as long as somalia pro- open source and twdosed source. These pairs were
gram could be found).dTthe etent to which this pro- ~ chosen to minimize interaction, while still allmg us
cedure introduces error it mes vulnerabilities appear t0 have a hige enough data set to analyzer Fstance,
younger than thein fact are and therefore biases the We chose only one of the iddows/IE group, despite
data in &var of the efectiveness of vulnerability End- there being lagje numbers of vulnerabilities in both
ing. Section 6.8.1 contains the results of our attempts tdVindows and IE, because thedveets of vulnerabili-
compensate for this problem. ties are highly related.

Note that in this case the age being measured is the
age of the program, not the age of the vulnerability

6'3 Estimating Model P arameterg Thus, if a vulnerability \as introduced in Solaris 2.5
Using the ICA data, we attempted to deeithe model 1y is gill in Solaris 2.5.1, wee concerned with the

parameters. There are a number of confoundio®fs  (ime after the release of Solaris 2.5.1, not the time since
that male this data difEcult to analyze. First, nyavul- Erst introduction in Solaris 2.5. Note that if the b
nerabilities appear in multiple programs ar&fsions.  Ending process is not memoryless, this biases the

2. Any individual program is not li&ly to hae that
mary vulnerabilities, thus ging us lov statistical
power.
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results so thatuy Ending appears moréeefive than

it actually is, as ivestigators hae dready had time to
work on the lngs that were present in earliesrsions.
Consenratively, we ignore this d&ct.

Vendor Program Version  #Wulns  Releas&onth
Microsoft  Windows NT 4.0 111 August 1996
Sun Solaris 251 109 May 1996
FreeBSD FreeBSD 4.0 43 March 2000
RedHat Linux 6.2 58 March 2000

Figure 7Programs for analysis

Figure 8 shwrs the vulnerability disoery rate for each
program as a function of ageorfhe moment, focus on
the left panels, which skothe number of vulnerabili-
ties found in ay given period of a prograns life
(grouped by quarter). isually, there is no apparent
downward trend in (Ending rate forintlons NT 4.0
and Solaris 2.5.1, and only ary weak one (if ay) for

4.0 is so irrgular that the non-linear least-squares (Et
for the exponential &iled entirely with a singular gradi-
ent. As apected, the (Ets for Red HatwlsigniEcant
trends, with thexponential Et corresponding to a half-
life of 10 months.

Linear Fit Exponential Fit
Program Slope Std.Err p q Std. Err p
Windows NT 4.0 | .0586 .107 .589
Solaris 2.5.1 -0783 .0565 177 48.0 35.3 .185
FreeBSD 4.0 -.286 .245 .268 147 16.7 .399
RedHat 6.2 -.846 157 <001 4.72 .706 <.001

Figure 9Regression results for program cohort data

An alternatve gproach is to use the Laplacacfor
trend test [21]. The Laplaceadtor test assumes that
data is being produced by a Poisson process and checks
for homogeneity of the process. Laplaeetbr \alues

FreeBSD. This visual impression is produced primarily with greater than 1.96 (indicated by the top dotted
by the peak in quarter 4. By contrast, Red Hat 6.2 has #ines) indicate signiCEcantly decreasing reliability

very noticeable danward trend in roughly thexgo-
nential shape we ould expect from the G-O model.
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Figure 8Vulnerability discwery rate by programs

(increased rates of vulnerability (Ending) at the 95%
level (two-tailed). \alues bela -1.96 (the bottom dot-
ted line) indicate signiEcantly decreased rates of vul-
nerability Ending. The results of the Laplazdr test

are shwn in the right hand set of panelsarRhe Erst
three programs, The Laplacacfor only indicates a sta-
tistically signiCEcant increase in reliability at theryv
end of each data set. In wief the amount of censor

ing we are observing, this cannot be considered reli-
able. Red Hat 6.2 shs a signiCEcant decrease.

This data represents a raik result. Of the four
programs we considethree do nev show any SgniCE-
cant trend. The fourth, Red Hat 6.2, wloa clear
trend, which may indicate depletion. Wever, we were
unable to control for confoundin@dtors, such as the
release of Red Hat 7.0 in Septemhenich may hae
resulted in decreased interest in Endings kin Red
Hat 6. Based on this data, we can neither reject nor
con@Erm theypothesis that the rate of vulnerability
Ending is constantasall and certainly cannot conCErm
that it is decreasin&.

6.5 A Vulnerability' s Eye View
The other option is to start from the point of vulnerabil-

ity introduction and ask what the probability is that a
vulnerability will be discwered at ag timet after that.

Moving beyond visual analysis, we can apply a number |n order to analyze the data from this perspective

of statistical tests to look for trends. The simplest pro-

cedure is to attempt a linear (Et to the data. Alterpately- Notea mrevious \ersion of this paper includedgres-

sions from RH 7.0 rather than 6.2. Thersions for each

we can assume that the data Ets a Goel'Okummp(f-?'ogram were chosen on the basis of the taigl dbunt

model and Et arxgonential using non-linear least-
squares. The results of thesgressions are sk in
Figure 9. Neither (Etveals aty signiCEcant trend for the
(Erst three programs. bict, the data for Wdows NT
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and although RH 6.2 has moregs than RH 7.0, RH 7.0
was inadwertantly selected. RH 7.0 does not whany
signiCEcant trend, further casting doubt on ypothesis
that there is depletion.



(Erst need to determine when a vulnerabildyg WErst In situation 1 it seems appropriate to treat the Erst
introduced. & wsed the follaving procedure to deter appearance iany package as the date of vulnerability
mine the introduction date for each vulnerability: introduction. In situation 2, we might wish to treat pro-
grams which are packagestmot part of the operating

which the vulnerability applies. &dd this by system separatelyVe have not currently done soub

numeric comparison ofevsion numbers. Where consider it a topic for future avk (see Section 6.8.5).
won We dso detected 24 vulnerabilities where the earli-

affected \ersions were listed as "and earlier", "pre- LIS i :

vious only" (applies to ersions before the listed est knevn publication d_at_e preceded the introduction

version), etc. we used the earliest kmoversion. df'i_t_e. In some cases, this is no doubt a r_esult of vulnera-

bilities which are present in someergion lumped
under "unknwn". In others, thg are simply data
errors. V& dscarded these vulnerabilities. At the end of
this procedure, 1393 vulnerabilities remained.

3. Select the programévsion pair with the earliest Finally, in some situations we were unable to get
release date (there may be multiples, for instanceprecise release dates. The (Enest granularity we are con-
when a program appears in multiple Liesx If ~ cerned with is a month and so as long as wavkihe
no such date as aailable, we ignored the vulner  release month that is Etiently precise. In <15 cases,
ability. This problem occurred for approximately all prior to 1997, we were able to get dates only to year
100 vulnerabilities. An alternag pocedure resolution. V¢ abitrarily assigned them to the month
would be to look for a laterersion of the same of June, because thaawthe middle of the yeddow-
package. Section 6.8.&ores this approach with  eve, as cur year cohorts lggn in 1997, this should
essentially similar results to those presented here. have ro dfect on the analysis of this section or of Sec-

This procedure is Susceptib'e to a number of forms Oftion 6.4. Figure 10 shwes the number of vulnerabilities
error We triesy introduce them here, and will discuss bY time of introduction. Note the twbig peaks in mid
them further in the course of our analysis. First, the1996 and early 1998. These correspond to the release
ICAT database has errors. As notedvipesly, we cor-  Of Windows NT 4.0 and IIS 4.0 respecdy.

rected them where possible. Weaver, there are almost

certainly less olious residual errors. In particulatul-

nerability Enders often seem to only check reaamt v

sions for a vulnerabilityThus, \ersions 1.0 through 4.0

may be dected lut only wersions 3.0-4.0 might be

reported. V& would expect this dict to malke wlnera-

bilities look more recent than then fact are. W

ignore this dect, which maks vulnerability lifetime

appear shorter and therefore the vulnerability depletion _
rate appear highgthus fivaing disclosure. ' ' ' '
Second, it is not clear hoto categorize vulnera- 1985 1990 1995 2000

bilities which appear in multiple programs. A vulnera- Introduction Date

bility may afect more than one program for a number Figyre 10 Number of vulnerabilities by year of introduction

of reasons:

1. It may be present in a common ancestor of both6.5.1 Vulnerability Pr oduction rate b y Age
programs, such as BSD 4.4 vulnerabilities which Figure 11 shas the number of vulnerabilities found by
appear in both NetBSD or FreeBSD. age of the vulnerability at time of disewy. There is a

2. A package may be included in multiple operating fairly clea_Lr davnward trend, Wh'Ch,m'ght t,’e indicaé
systems. Br instance, GCC is included in both of d_epletlon. Hw_ever,.note that this dgta |9(Bfemelly.
Linux and *BSD. subject to sampling bias, as our data is from the limited

time windav of 1997-2002. Because weprograms are

introduced during this period, and therefore cannot
have wilnerabilities older then @&wr so years, we

! - - " would expect to see fger older vulnerabilities than
straints  &tension and are listed i hqyer yulnerabilities. In addition, if popularity of pro-
CAN-2002-0862 [22]. grams is a partialatctor in hav aggressiely programs

Situation 3 appears to happen quite rarely so we simplyare audited, we @uld epect interest in programs to

ignore it and treat it as part of ouxperimental error  wane oer time, thus producing the appearance of

1. Determine the Erstnsion of each program to

2. Look up the release date for each such earlirst v
sion. Where release dates were ngilable, the
program vas ignored for thisum.

Number of Bugs

20 40 60 80 100
|

0

3. Multiple programmers may ka nade the same
mistale. For instance, both KDE and Internet
Explorer filed to check the X.509 Basic Con-
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increasing reliabilityFinally, as is evident from Figure

10, the rate of vulnerability introduction is highlgri

able wer time. As all thesedictors tend toerestimate

the depletion rate, (Etting the data directly is problem-
atic.

Number of Bugs
20 30

10

T T T T
50 100 150

Age of Bug (months)
Figure 11 Discovered vulnerabilities by age

6.5.2 Discovery rate by year cohor t
One wvay to minimize the sampling bias mentioned
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above is o look only at vulnerabilities fromafrly nar
row age cohorts, such as a single yéagure 12 shws
the distritution of vulnerability ages for vulnerabilities

introduced in the years 1997-2000, in the same format

as Figure 8.

Once agin, we can see that there is noviobhs
visual trend, ecept possibly in vulnerabilities intro-
duced in 1999. Our gegessions conErm this. Both lin-
ear r@ression and ourxponential (Et stwono sgniCE-
cant ngdive trend for ay year lut 1999. The results
are shwn in Figure 13. Note theevy lage standard
errors and p alues for gery regression rcept than
1999 and the linear geession for 2000 (which is sub-
ject to a lage amount of censorship).

Similarly, the Laplace &ctor only shars signiCE-

Figure 12 Vulnerability discwery rate by age cohorts

Linear Fit Exponential Fit
Year | Slope Std.Err p q Std. Err p
1997 | -.118 .101 254 622 704 .388
1998 | -.341 .218 135 382 293 .209
1999 | -1.33 .220 <.001 885 1.78 <.001
2000 | -1.03 .497 0599 169 119 .181

Figure 13 Reggression results for age cohort data

6.6 What if we ignore the bias?
In the preious sections, we analyzed cohort-sized sub-

cant increases in reliability for 1999 and the last 2-quar sets of the data in order to attempt to reendias.

ters of 1998 and 2000 (where it crosses thgahe

However, this also had the ffict of reducing the size of

dotted con@Edence boundary). The last 2 quarters of tHeur data set and therefore the statisticalgroof our

1998 and 2000 data should be disrded because the
data from those quarters isteemely subject to the
same kind of sampling bias.oF instance, only pro-

techniques. What happens if we ignore the bias and
simply use the entire data set as-is? As we indicated
previously, this overestimates the amount of vulnerabil-

grams which were published in the early part of 2000ity depletion, thus prading a result biased irafar of

could possibly hee wlnerabilities that were as old as
36-42 months by the end of the study period.

disclosure.
As Figure 11 shos a generally denward trend,

The lack of a signiEcant trend in the cohort datave should either (Et a Goel-Okumoto model or an S-

should mak us quite sleptical of the claim that there is
indeed a trend wards increasing reliabilityThe data
does not alley us to discard the fipothesis that the vul-
nerability Ending rate is essentially constant.
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shaped Wibull model (to account for the initial rise in
the number of vulnerabilities disewed.) The G-O
model was (Et via least squares estimation and the
Weibull model was (Et using maximum-+ilkhood esti-
mation. Figure 14 shwes the result of Etting theseotw
trend lines.

Both trend lines are superimposed on Figure 11.
Figure 15 shas the &ponential model parameters and

11



Figure 16 shers the estimated model parameters for Figure 17 shas the cumulatie dstribution functions
the Weibull model. Note that although theponential for the probability that a vulnerability will be found by
(Et is not perhaps as nice visually as we migét Vile timet given these (Et parameters. As mentionedeabo
were able to @lidate it by verking backvards to the this estimate ofp, is very likely to be an werestimate
implied number of original vulnerabilities and then because of sampling bias.

using Monte Carlo estimation to simulate the vulnera-
bility Ending process. The results alyf similar to
our measured cuey indicating that thexponential is a
reasonable model. Note that thegkr data set here
allows us to agggee the data into months instead of
guarters, thus thexponential scale constants areaa-f
tor of three lager than with the cohort geessions of
Figures 9 and 13.

6.7 Are we depleting the pool of vulner -
abilities?
We ae naw in a position to come back to our basic
guestion from Section 5: to whattent does vulnera-
bility (Ending deplete the pool of vulnerabilities. The
data from Sections 6.5 and 6.4 yides only ery weak
support for a depletion fefct. Even under conditions of
extreme bias, the highest depletion estimate we can

I I I years, despitex¢ensve audits of those programs.oF

obtain from Section 6.5.1, is that the half-life for vul-
. o — Exponential nerabl_lmes is approximately 10 months.Wa, no
> © --- Weibull depletion whatsogr cannot be ruled out gén this
i'; o |1 data. In that case, the probability of redisgy p,
B S would be \anishingly small.
E o || The conclusion that there isifly little depletion
z 7 accords with anecdotaligence. Its quite common to
o discover vulnerabilities that hae been in programs for
T
0 50 100 150 instance, OpenSSH has recently had a number of vul-

nerabilities [23] that were in the original SSH source

Age of B th
ge of Bug (monrhs) and surwed audits by the OpenSSH team.

Figure 14 Fitted overall vulnerability decay curs

A 315 6.8  Sources of Err or
q 48.3 In ary analysis of this type there are agarnumber of
N=Ag 1523 potential sources of erroMVe dscuss the knan

Figure 15 Exponential GEt parameters for vulnerability age at SOUrces in this section.
discovery time

a(shapal.24 6.8_.1 _Unkn_o wn \/_ersions
b(scale36.6 As indicated in Section 6.2.2, a number of the program
versions were listed as ".", meaning "uniumo ver
Figure 16 Weibull (Et parameters for vulnerability age at dis- gjgn". In approximately 15% of our data points time of
covery time Erst introduction as therefore sorméat indetermi-
nate. V& dscarded these data points in our initial anal-
ysis. As a check for bias, we manuallyastigated all
of these vulnerabilities and were able to determare v
sion numbers for approximately 100 (8% of the total
data set). W reran our rgressions with lgely similar
results to the original data set.ittWthis change, the
2000 cohort linear gression is no barely signiCEcant
(p =.0446) instead of barely insigniCEcamt(. 0589).

- — Exponential
--- Weibull
' ' ' ' 6.8.2 Bad Version Assignment
0 50 100 150 One problem with the introductionession algorithm

Age of Bug (months) _described_ in Section 6:5 is _that some programs do not
Figure 17 Probability that a vulnerability will be found issue ‘ersion numbers in strict sequencer stance,
FreeBSD for some time maintained the 3.x and 4.x

Number of bugs found

00 02 04 06 08 10
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branches in parallel. Because we usesion number as  slowly. In order to test this ypothesis, we repeated our
our primary sort, in some unusual cases this caremakregressions using only the vulnerabilities that were
vulnerabilities appear younger than ythim fact are, ranked as heing "High" severity in ICAT. This pro-
thus making disclosure look more attraeti duced a slightly sloer depletion rateg(= 53. 5) and

For instance, a vulnerability which appeared only the indvidual age and program cohortgressions
in FreeBSD 4.1 and FreeBSD 3.5uld be recorded as shawved little evidence of depletion. Wh the exception
"introduced” in 3.5, een though 4.1 \as released pre- of 1999 and Red Hat 6.2, the linear trend lines are not
viously. Note, havever, that a lng which also appeared signiCEcantly non-zero. In addition, the Laplauztois
in 3.4 would get the correct introduction date becauseare generally within contEdence limits. Thus, if-an
3.4 preceded 4.1. Handling this issue correctly i&dif thing, seere vulnerabilities are depleted morevelp
cult because in some sense these code branches are difian ordinary vulnerabilities.
ferent programs. In practice, there is no signiCEcant
impact on the results because this misassignmen
occurs rarelyWe double-checkd our results by com-
paring the oldesknown version to the assignedew
sion and only found this form of misassignment in 16
cases. Rerunning ourerall regressions using the ear
liest knavn introduction dates produced essentially
equialent results. Note that these assignment problem
have ro real impact on the analysis in Section 6.4.

b.8.5 Operating System Eff ects

Some vulnerabilities in ICR are listed as correspond-
ing to a gven operating system wision kut actually
correspond to a piece of sofive that runs on thaew

sion (e.g., Exchange onikidows NT 4.0), bt arenot
4isted under the actual program name as well. This pro-
duces a dlse introduction date corresponding to the
introduction date of the operating system instead of the
package. Inspection suggests that this is a velati
6.8.3 Announcement La g small fraction of the vulnerabilities and there is no
From 2001 on, ICA started using the date that entries good reason to belre that this vould be a source of
were entered in ICRA as the "published before" date, systematic bias rather than random erktoweve, we
replacing the prgous standard of "earliest mention". are currently consideringays of controlling for this
This is a potential source of bias, making vulnerabili- sort of error One approach we are considering is to
ties appear older upon publication thanythefact are.  manually go through the database and diacdhe

In order to assess the magnitude of this potential biasexact status of each vulnerabilitiVe have not done

we subtracted 2 months (which seems to be the maxithis yet, havever.

mum common lag) from each vulnerability age and A related problem is vulnerabilities which are
repeated thewarall exponential rgression. This pro- listed both under a operating system and non-operating

duced a rate constant gf=44. 0, which is approxi-  system packages. In macases (e.g., OpenSSL), these
mately 10% laver than our original estimate of the rate programs areundled with a gien operating system. In
constant, bt still within the conEdence boundaries. such cases, as long as wesdhaelease dates for both

When we reanalyzed the age cohort data with thisthe package and the operating system (which we do for
lag, year 2000 and the linear (it (ot the gponential most of the popular packages), then we are generally
(Et) in 1998 also become signiEcant. The programble to determine the correct vulnerability introduction
cohorts other than Red Hat 6.2 still shao SgniCE-  date. In some cases, when the package is uradléd,
cance with this lag. Other manipulations of the datahowever, this will yield an incorrect introduction date.
shav dlightly differing signiCEcance patternss ikbm- Re-analyzing the data with data points listed under
mon to see signiEcance ungememanipulations of  both an Operating Systems and a non-Operating Sys-
the data and this kind of instability txaet data set tem packagen(=226) remeed yielded essentially the
choice is generally a sign that what is being oletrv same results.
are artibcts of the analysis rather than redees.

Nevertheless, in the future weowld like to determine  6.8.6 Effort Variability

exact publication dates for each vulnerability in order One possible problem with this analysis is that the
to conErm our results. amount of dbrt expended on angiven program may
vary throughout its lifetime, thus fakcting the rate at
which vulnerabilities are found. Unfortunatellge only

6.8.4 Vulnerability Se verity metric we currently hae for the amount of &rt being

The seerity of the vulnerabilities in ICA varies dra-
matically Some vulnerabilities are tial and some are 6. Thisassignment is a little rough because we were not
critical. It is possible that serious vulnerabilities are able to identify the nature of some rare packages and a

discovered quickly whereas non-serious ones leak out®W were clear erors (e.g., "IBM A/UX"). Heever, this
should not signiEcantly change the results.
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expended is the number of vulnerabilities found, which only the 1997 and 1999 cohorts are signiEcant.
is our measuredavriable. Thus, we cannot control for
this efect. The oerall level of bug (Ending, heever,
appears to hee been &irly stable (though there is much
inter-month \ariation) aer the period 1999-2003, as
shawvn in Figure 5.

6.8.9 CVEsvs. CANs

The CVE project catgorizes vulnerabilities into CVEs
(issues which ha hkeen eriEed and apmpea by
CVE) and CANs (candidate issues whichvénant.)
Both types of entries appear in ITAand we hae
6.8.7 Different Vulnerability Classes treated them equallyThis provides a more complete
Another source of error is the possibility thatvneul- data set because it candaiuite some time for a CAN
nerability classes are being diseed. Thus, for to be appreed and become a CVE--the last CVE in our
instance, it may be that as soon as P\ersow errors data set is dated August 2002 and the last CAN is May
are discoered, a rash of them are found in IEi bhen of 2003. This has the potential to create some bias
all the easy ones are quickly found and no maye F since some of the CANs maywuee be gproved 0 we
Overeow errors are found. This @uld be an instance may oerestimate the number of later vulnerabilities.
of strong non-randomness in vulnerability digsy Manual inspection of some of the CANs suggests that
order There doesit'seem to be enough data to repeat this is not a problemSmost of the later CANs appear
our analysis strati®Eed by vulnerability gatg but the to be supported by clear advisories and patches.

overall ICAT datistics [24] suggest that the pattern of As a sensitiity check, we reanalyzed the data
vulnerabilities found has beenifly constant ver the using only CVEs. This presented roughly similar
period 2001-2003. results with tvo exceptions: the linear (though not the
exponential) Et for Solaris 2.5.1 becomes signiCEcant
6.8.8 Leading and T railing Zer os and the 1999»@onential Ebfls with a singular gradi-

For the cohort analyses in Section 6.4 and Section 6.5ent. Havever, the Solaris 2.5.1 (Et is unstableStruncat-
we only used the time series from the (Erst to the laghg the data set by one quarter produces a slightly
vulnerability in the cohort. In the Wdows NT cohort,  insigniCEcant result and further truncation by 2 or 3
this meant ignoring a zero count in the Erst quartefuarters increases wem further suggesting this is an
(biasing the rgression slightly tevards a decreasing artifact of slov CVE issuance rather than a redeef.
trend) and in the last quarter of the RedHat 6.2 data
(biasing the d{_;lta slightly wards an increasing trgnd). 6.8.10Version Variants
Because the Wdows NT trend is werall increasing
and the RedHat 6.2 trend igepall decreasing, this bias 2 "
. ants (e.g., on seral platforms, or in "seer" and
does not déct our results for those data series. " A _
: workstation" editions), we assumed that ariants
The year cohorts are more problematic because the . .
. : were released simultaneously general, this appears
bugs in each cohort were introduced throughout each .
: : to be correct and in most cases vulnerabilitiéscééd
year and thereforeulgs introduced in the later quarters s : ) ) .
A the "main" \ersion. Rerunning ggessions with only
of each year cannowen in principle hare been found . . . -
. the main ersion produced essentially similar results.
atan age as old as that of the oldtential lug (one We know of less than Bvaases, all imolving Win-
introduced in the Erst quarter of the year and found in ' 9

the last quarter of the study period). Thiteef is clear idno\/;/vsh,i(\:/;/]hiltjhshgs aer:iruir;]uil;?”i ?;)tr;ﬂgrl]etabsﬂenhéft&g
if you examine the end of the 2000 series (which is gs app y

complete). The dramatic decay in the last four quarters main_ version. Handling theseugs correctly does not

is almost certainly an aré€t of the spread in introduc- signiCEcantly change the result

. . ) . A related issue is oto handle "generic" grsion
tion time, as there is no sharp decline at the COIMe-, ine such as "Solaris. x86". In the analvsi o
sponding age in the 1997-1999 data serieses. ' ' Y

Because of this &fct, blind zero padding each above we treat these as applying to atrsions of the

. : . . program. The alternat is o ignore those entries and

cohort to the maximum potential age is problematic. If - . o
. se only the »plicitly noted \ersions. This issue only
we ignore that concern and zero-pad the year cohorts (}II L
- ‘affects a handful of vulnerabilities and the results are

quarters for 1997, 2 for 1998, and 1 for 1999), the lin- unchanaed if we ianore these entries
ear (lut not eponential) Ets for the 1997 and 1998 9 9 '
cohorts also become signiCEcantwil@r, a least for
the 1997 cohort, the Laplacactor only becomes sig- 6.8.11Data Errors
niEcant in the paddedjien, suggesting that thisfett Aside from the other sources of error listed in the pre-
is an artiict. In particularif we dip the last tvo quar vious sections, there is the general problem of errors in
ters of the data (somat alleiating the bias) then the ICAT database leading to incorrect conclusions. W

Where a program came in multiplery similar \ari-

7 February 2005 14



have d@tempted to identify all the sources of systematic
error and beliee that the manual procedure falled in
Section 6.2.2 alls us to remee the olvious entry
errors. Havever, ICAT is manually maintained and
therefore we shouldxpect that there will be errors that
made their \ay into the analysis. &@/d not believe
that this ivalidates the basic conclusions. Wever, a
larger data set with more precise data might yieid e
dence of gkcts which this study did not ¥xa sifCEcient
power to resole.

7 Is it worth disclosing vulnerabili-

ties?

Before we address the question of whether vulnerabil
ity Ending is arthwhile, we Erst address a more lim-

ited question: is disclosureonthwhile, e/en ignoring

the cost of vulnerability Ending? The combination of
equation (4) and the analysis of Section 6 can be use(gT

. . . i
to answer this question. In order to do this, we need to

consider the tw possibilities from Section 6.7:
f  Vulnerabilities are not being depleted.

f Vulnerabilities are being sidy depleted, with a
half-life of about between 10 months and 3.5
years.

We will examine these twcases separately

7.1  No Depletion
If there is no vulnerability depletion, then there are
effectively an in(Enite number of vulnerabilities gnd

approaches zero. If this is correct, then the right half of

equation (4) is alays greater than the left half and dis-
closing vulnerabilities is alays a bad idea, no matter
what the relatie szes ofC;, andC,. Thus, if there

is no depletion, then disclosing vulnerabilities isals
harmful, since it produces weintrusions (using the
newly disclosed vulnerabilities) and there is no com-
pensating reduction in intrusions from vulnerabilities
which would hare been discaered by black hats.

In practice,p, =0 is dearly unrealistic, since vul-
nerabilities are occasionally redisa@red. What is
more likely is that the assumption of Section 5 that vul-
nerabilities are found in random order is not strictly
correct. Rathersome vulnerabilities are StHciently
obvious that thg are rediscwered hut there is a lage
population of residual vulnerabilities which is not sig-
niCEcantly depleted. In this case, the assumptjon
would be non-homogenousibbsmall or zero for most
vulnerabilities.

7.1.1 How many additional intrusions are
created b y disclosure?

7 February 2005

If vulnerability disclosure increases the number of
intrusions, than we owuld like to estimate the size of
the increase. As st in Figure 3, if we disclose we
expect to incur cosC,,, The epected alue for the
cost of intrusions if we donh' disclose is
Pr(Cpriv + Cpup)- If, as we hee agued, p; is vanish-
ingly small, then the additional cost of intrusions cre-
ated by disclosure 'SpubSthe entire cost of intrusions
that resulted from our disclosure.

7.2  Slow Depletion

Consider the possibility that vulnerabilities are being
slowly depleted. If we assume that all vulnerabilities
will eventually be found, themp, = 1 and equation (4)

would seem to indicate that disclosurasra good idea.
However, equation (4) ignores the fett of time. In
general, if a vulnerability is not yet beingpdoited,

ost people wuld prefer that if a vulnerability must be
sclosed it be disclosed in the future rather tham no
(see the end of this section for discussion of vulnerabil-
ities that are already beingoited).

In welfare economics and risk analysis, this con-
cept is captured by the discount rdt¢25]. The basic
idea is that a dollar today is onlyowth 1- d next year
(to feed your intuition, think of the interest you could
have arned if you had the dollar today). There is a lot
of controversy about thexact correct discount rateytb
standard &lues range from 3% to 12% annuaBjven
an annual discount rat, we can compute thealue
ary number of months in the future using a simple
exponential function with rate constalatg(1- d)/12.
Multiplying by Cgp We get equation (10).

log(1- d)t
Cerp€ 12

(10)

In order to galuate the dect of disclosure, we
need to compute thexgected alue of the cost, which
is simply the cost of a disclosure at titnmultiplied by
the probability of a disclosure at timgintegrated @er
all values oft. ’

Using an &ponential model, this gés us Equation
(12).

7. Notethat we are assuming here that the real cost of
some future intrusion is the same as that of a current
intrusion, which implicitly assumes that the number of
vulnerable machines is the same as well. This is of course
not true, lit then some programs beconess popular
instead of more \@r time, and for the werall agument

we dont know what kind of program we are dealing
with. In addition, the real cost of patching, whichelik
represents a substantial fraction of the cost of a published
vulnerability and which we are ignoring here, goes up
with the size of the installed bask.would be interesting

to repeat this analyis for somggothetical ig in a num-

ber of real commonly depjed pieces of softare for
which we knev the popularity cure and the patching
cost.
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t=¥ _log(L- dt
(\) CerpPr(t)*e 12 dt
t=0

(11)

We @an evaluate this by plugging in the Et parameters

four our best-case estimate for Red Hat 6.2 from Figure™

9. Depending on the choice df this gives us values
ranging from 97Cgypp (d=3%) to .87Cgup
(d =12%) with our gponential model. In otheravds,
unless black hat disclosure is 3%rae (1. 97 » 1. 04)
than white hat disclosure (for= 3%) then the societal
effect in terms of intrusions is actuallyovwse than for
white hat disclosure, ven if we ignore the cost
incurred in GEnding the vulnerabilities. Plugging in the
oveaall regression estimates from Section 6.6, the
adwantage looks considerably smalle8%Cgp and
.66Cgrp)-

Unfortunately we ae unable to accurately esti-

1. All vulnerability redisceery is by black hats (Sec-
tion 4)
2. All vulnerabilities are wentually rediscwered

(Section 6.1)

We ignore the dct that vulnerabilities in obsolete
versions are often listed only for wer versions
(Section 6.5)

We ignore the sampling bias introduced by our
limited study period (Section 6.5.1)

E

Despite this bilt-in bias, we End littlevielence that
vulnerability disclosure is arthwhile, even if the cost

of the vulnerability (Ending process itself is ignored.
The "best case" scenario supported by our data and
assumptions is that the process of vulnerability (Ending
slightly increases reliabilityHoweve, even if there is

such a increase, it is not clear that there is a net beneEt
in disclosing vulnerabilities when weadtor in dis-

mate the cost of black hat disclosures by comparison tqGounting. The bottom line, then, is that based on the

white hat disclosures, so we cannot determine whethe
disclosure preides a bene(Et. Wever, there are rea-
sons to belige that the pwate eploitation cost is a
small fraction of public xploitation cost: Ay signiCE-
cant number of xploitations should alert administra-
tors to the eistence of the vulnerabilityThis is partic-
ularly true in modern netwking ewironments where
network forensics systems are common. Maeeep
wide dissemination of a vulnerability in the black hat
community is lilely to result in a leak to the white hat
community It has been claimed that thegeeage time
from discwvery to disclosure is about one month [11].
Second, the process of patch dgptent is ery slav
[9] and therefore vulnerabilities persist long past dis-
closure, increasing the total number of intrusions.

Note that if a vulnerability is already being
exploited in the black hat communjtythen the
cost/bene(Et analysis is sahat diferent, since dis-

Bvidence we cannot conclude that vulnerability Ending
and disclosure prxides an increase in sofane security
sufCEcient to ¢det the dbrt being ivested.®

8 Policy Implications

Given that the data does not support the usefulness of
vulnerability Ending and disclosurewhshould we
allocate our resources?

8.1 Deemphasize Vulnerability Finding
Clearly, we do not have enough @idence to deEnidy
say that vulnerability (Ending is not a good ideav-Ho
eve, given the amount of éért being irvested in it, not
being able to (End a signiEcdatefs troublesome. At
this point, it might pay to somdat deemphasize the
process of (Ending vulnerabilities anebedithat efort
into recavering from the vulnerabilities that are found,

closure has an immediate beneEt as well as an immedflrough user education and imped technology for

ate cost. Hwovever, in the case where we are nataae

of ary such &planation, as the probability of rediseo
ery is law, the a priori probability that the vulnerability
has already been disewed is correspondingly Va
Therefore, in the absence of information that the vul-
nerability is preiously knavn, we should bela & if

we are the Erst diserers.

7.3  The Bottom Line
If the efort we are currently westing in vulnerability
(Ending is paying fofit should be yielding some mea-

response.

8.2 Improve Data Collection
We @an only hae limited conEdence in these results
because the data set we arerking from is in quite

8. Notethat if vulnerabilities can be @k without dis-
closing them, then the cost/bene(Et equation changes and
it's possible, though not certain, that vulnerability Ending
and Exing paysfofThis kind of prvate (Exing is gener

ally impossible with Open Source systems may be
possible with Closed Source, for instance by releasing
regular service releases with patches in them. It is unclear

surable results in terms of decreasing defect count. |¥hether one could maksich releases hard enough to

order to ensure that we were able to seg arch
effect, we hae made a number of assumptiorasdr-
able to the usefulness of vulnerability Ending:
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reverse engineer that thedid not leak information about
the vulnerabilities the &ed. Rumors persistently circu-
late in the security community that black hats indeed do
reverse engineer binary patches in order to diecthe
vulnerabilities thg .
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bad shape. d a geat &tent this is the result of the
somavhat informal nature of vulnerability reporting
and database maintenance. If we are @ lzactEnitie

answer to the question of whether vulnerability Ending

is useful we will need better data. If we start recording
data more carefully and formally wpin (Ze years or

so we will be in a much better position to answer this
kind of question.

8.3 Improve Patching

A major reason wh vulnerabilities are so dangerous
evan dter patches arevailable is that the rate of patch-
ing is so slwv [9]. If automatic patching were more
widely used, then th€,,, would decrease and disclo-
sure would look more attracte. Corversely, cracker's
ability to quickly deelop and deplg malware based on
disclosures or patches increa€gg, and malks disclo-
sure look less attragt. Even with automatic patching,
a fast worm, such as Staniford et 'salWarhol Worm
[26], released shortly after disclosurewld do a lage
amount of damage. Accordinglgny measures which
improve te rate of patching and nakast deelop-
ment of malvare more di€Ecult are lidy to pay of.

8.4 Limitations of This Anal ysis
Our analysis here has focused on vulnerability Endin
as a method of reducing the number of intrusions.
However, it should be noted that it may baluable in
other contets. In particularresearch into e classes
of vulnerability as well as automatic dissery of vul-
nerabilities and defensesaigst attack may ery well
be worthwhile. Our agument here is primarily limited
to the routine publication of vulnerabilities that argvne
instances of knan classes of vulnerability

In addition, &en if vulnerability discoery and dis-
closure does not increaseverall social welére, it
almost certainly acances the interests of certain con-
stituencies. In particuladiscoverers of ngv vulnerabil-

such efect at all. In either case, theigence that the
effort being spent on vulnerability Ending is well spent
is weak.

We e segeral likely arenues for future research.
First, it would be good to attempt to obtain more pre-
cise measurements for adar group of vulnerabilities

in order to conErm our rate measurementsoitldv
also be waluable to cross-check our results using
another database of vulnerabilities, perhaps with better
data on the date of publication. If better data were
awailable, it would allon us to discriminate more Enely
between alternate reliability models. In particularit
would be interesting to (Et to AB model [7]. Second,

it would be useful to quantify the total decrease in wel-
fare with better measurements of the number of and
cost of intrusions which are due to undisclosed vulner
abilities. Finally it would be useful to start with a
known group of security vulnerabilities all present at
the same time and measure the rate at which dree
independently rediseered, thus aoiding the left-cen-
soring problems inherent in thisovk.
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ities may be able to proEt from them, either via public-

ity or by sale of associated services such as vulnerabil
ity information. Havever, we need to consider the pos-
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